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Representing RDF semantics in tuples

Executive Summary

This deliverable describes the design, implementation and evaluation of an RDF-
enabled tuplespace. We introduce the most representative approaches to semantics-
aware coordination systems and analyze their suitability in the context of our project.
Building upon the results of this analysis we introduce a novel model for representing
RDF data within tuplespaces and organize them in order to optimize communication
and coordination operations. The second part of the deliverable is dedicated to the
prototypical implementation of these ideas. The approach has been evaluated against
the initial requirements.
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1 Introduction

One of the major requirements for the realization of semantics-aware space technology
is the design of a tuplespace model, which is able to handle data formalized using
Semantic Web representation languages in an efficient and effective manner. This
implies means to publish and retrieve data represented in RDF, RDFS, OWL, WSML
or rules while preserving the semantics of these languages, and enabling the application
of reasoning services on the triple space data. In this deliverable we take a first step
towards the achievement of this goal. We describe how RDF triples can be represented
and organized within tuplespaces in terms of a novel model for tuples and spaces and
illustrate how these models can be realized in the context of a triple space prototype
implementation which has been jointly developed in work packages 1, 2 and 3.1

Following the Linda paradigm a triple space system should be able to represent
semantic information through tuples. The expressivity of the information representa-
tion should be aligned to the expressivity of common Semantic Web languages, while
respecting their semantics, so that tuples could be mapped to and from external Se-
mantic Web resources. Regarding Semantic Web languages, we currently focus on
RDF. RDF statements can be represented in a three fielded tuple (so-called “triples”)
of the form 〈subject, predicate, object〉. Following the RDF abstract syntax, each tuple
field contains a URI (or, in the case of the object also a literal). Tuples themselves can
be addressed by means of URIs, which are defined through the triple space ontology
(cf. Deliverable D2.2). In this way triples sharing the same subject, predicate and
object can be addressed separately, which is consistent with the Linda model. Sets
of related statements (i.e. RDF graphs) are represented at the level of tuples as well.
Since both RDF statements and graphs are associated to URIs in the triple space
ontology, we can specify the membership relation between a graph and the statements
it consists of through an additional triple which references a dedicated meta-property
of the ontology: 〈tupleURI p:partOf graphURI〉.

A triple space is defined as a container for triples, which encapsulates the RDF
statements. A triple space can be divided into virtual subspaces and physically par-
titioned across distributed kernels [17]. Every space is addressed using a URI, which
is installed by the space owner and captured in the triple space ontology. Just as in
the case of individual tuples, this URI is useful in terms of the REST communication
model. A space may contain multiple (sub-)spaces, while it can only be contained in at
most one parent space. The latter holds also for tuples, which are explicitly associated
to a single space. In order to allow for overlapping between spaces the triple space
model resorts to the notion of “scopes” [34]. Scopes are temporary tuple containers.
Unlike subspaces, which form the virtual structure of the triple spaces, they can be
created individually by clients based on arbitrary filters or constraints.

This deliverable is organized as follows. Chapter 2 provides a collection of require-
ments for the structure and organization of RDF data within tuplespaces identified
in related work packages in the project. The requirements range from functional and
architectural ones, as specified by technical work packages 1, 2, 3, 4 and 5 to more
application scenario-related, as resulted from work packages 8a and 8b. Chapter 3
gives an overview of previous work in the area of Linda-based coordination systems,
focusing on the design of tuplespaces and the various types of extensions from the
original model arising in various application settings. Further on, the chapter con-

1http://sourceforge.net/projects/tripcom/
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tains a brief analysis of existing Semantic Web frameworks, which provide interesting
insights on the way heterogeneous Semantic Web data can be persistently managed
within the same application in an efficient manner. Building upon the results of the
aforementioned chapters, Chapters 4 and 5 perform an analysis of potential approaches
to tuplespace management and organization models and introduce and motivate the
TripCom tuple and tuplespace models, respectively. These concepts have been inte-
grated into the first TripCom prototype implementation, which is described in Chapter
6. The deliverable is concluded with a summary of the tasks carried on so far and an
outline of planned future work (Chapter 7).
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2 Requirements analysis

This chapter provides a collection of requirements for the abstract models used to
manage RDF data within tuplespaces. These requirements have emerged in sev-
eral related work packages in the TripCom project, both with a technical and an
application-oriented focus.

2.1 Work package 1

The storage infrastructure developed in work package 1 provides highly scalable RDF-
like triple data model. The tripleset model is an extension of the RDF model [37] to
allow efficient and natural association of meta-data to the statements.

The key requirements toward work package 2 are to define meta-schema to model
tuples and their logical organization into spaces compatible with the designed triple-
set storage data model. Another requirement is to control the distribution of the
data model and manage the clusters of data stores. Also, credentials to the storage
infrastructure to authenticate and authorize the current user have to be supported.

2.2 Work package 2

Work package 2 should deal with the issues of representing semantic data models such
as RDF and OWL or WSML efficiently and consistency within a tuplespace. This
covers modeling the tuples as well as the tuplespace semantically and devising an
efficient distribution scheme for subspaces.

In accordance to these objectives the prospected tuple model should capture Se-
mantic Web information in a way which is compliant with the abstract syntax and
semantics specifications of the corresponding knowledge representation languages. In
particular this implies that the conceptual model underlying triple spaces should pre-
serve the semantics of RDF and should be easily extendible towards the support of
other languages such as OWL, WSML or rules.

The way tuples are organized within triple spaces and the relationships between
different triple spaces is known as tuplespace model. This model should form the basis
for the application of heuristics for improving the scalability of triple spaces. It should
provide the unified view upon a potentially distributed, open and dynamic Web of
semantic data.

2.3 Work package 3

The access layer defined in this work package combines with the management layer
defined in work package 2 to form the core of the triple space kernel, i.e. the run-
time system. The access layer specifies the coordination model of triple space and a
coordination language by which agents interact with the system respecting that coordi-
nation model. The management layer specifies the means by which those interactions
are modelled and realized in terms of data and memory structures (tuples and tu-
plespaces). Hence the coordination model and language need to align with the chosen
structures of the management layer (granularities of data structures, topography of
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memory structures) and requires that the management layer is able to support the
interactions defined by the coordination model and language.

When the triple space is distributed, interactions between the access and man-
agement layers could be more efficient if the management layer is able to provide
optimization data which indicates where a certain operation (e.g. tuple emission or
retrieval) could be best applied (in terms of a physical triple space kernel). Then the
access layer could pass the operation onto the correct management layer (i.e. the local
one or another one in the distributed system). Another aspect of triple space access is
the blocking of operations and notifications. The management layer needs to provide
facilities to allow the access layer to monitor tuple insertions in the space in order
to determine if a retrieval or notification should take place (given that insertions do
not all take place over a single kernel / access layer). Finally, the management layer
should ensure the physical mobility of tuples (while retaining their virtual location) in
order to optimize access (e.g. by ensuring tuples of certain types can be found close
to access operations of the same type).

2.4 Work package 4

Work package 4 aims at defining triplespace communication and coordination for Se-
mantic Web services. It is concerned with the interfaces of TripCom that will be used
by Semantic Web services to communicate. There are different initiatives for Semantic
Web services established. Within TripCom the focus is set on the Web Service Mod-
eling Ontology (WSMO) as conceptual model, the Web Service Modeling Language
(WSML) as formal language and the Web Service Execution Environment (WSMX)
as reference implementation of Semantic Web services.

Semantic Web services as being user of TripCom need different ways of identifying
the information which is to be retrieved from the triplespace, i.e. based on the content
in triples and graphs which is mainly concerned with template matching, based on
unique identifiers contained in metadata of triples and graphs; and based on context,
i.e. get the graph published by user X. Moreover, two kinds of retrieval operations are
expected to be supported by TripCom which are either blocking or non-blocking (pos-
sibly based on a given timeout). It also requires a subscription mechanism for users to
get notification about change in particular triples or graphs; and advertisement mech-
anism to notify all the subscribed users about publishing or change of an advertised
triple or graph. Methods to deal with organizing the data published in triplespace
based on subspaces are also required, i.e. creating and managing subspaces. More-
over, mapping from Web Service interaction patterns supported by WSDL 1.1 and 2.0
[8, 7] to the triplespace API primitives (work package 3) is also needed to be done in
order to enable the complex interactions with Web Services possible over triplespace.

2.5 Work package 5

Security and trust applies to all aspects of the triple space including the management
of tuples and spaces. The means to reference individual triples as well as groups
of tuples is necessary in order to be able to apply security and trust information to
them. Additionally, security might be even applicable to individual resources in a tuple
on one hand or an entire space of tuples on the other, hence these different levels of
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granularity must be supported. The management of the security and trust information
will probably be handled in the same manner as other tuples in the management layer
even though the sensitivity of this information may lead to it being virtually and
physically stored in some dedicated security infrastructure.

The management layer may be able to interpret internally security and trust data
to govern its organization of tuples and spaces as well as individual views upon them
from the access layer. For example, an agent could have a minimum trust level specified
for the tuples it seeks and should only ”see” tuples to which that minimum level of
trust can be applied.

Finally, it is possible that data in the management layer is encrypted. Given that
an agent does have right of access to that data, it must still be possible to handle
the encrypted data according to its content, e.g. if the triple content matches the
agent’s template, that it could still be retrieved by the agent even though its content
is actually encrypted.

2.6 Work packages 8a and 8b

From work package 8a [12] Digital Asset Management (DAM) use case needs to store
in TS content catalogue, services, negotiation and auction messages and contracts

• Content catalogue, which involves a set of content summaries distributed that
content providers trade with them.

• Services, constituted by contents, rights and distribution channels that Service
Providers offer to customers.

• Negotiation and auction messages interchanged between Service Provider and
suppliers in order to have a common agreement.

• Contracts cover each one of the agreements that Service Provider keeps with
their supplier to provide a service.

The last three kinds of data are constituted by EDIFACT messages since the service
also involves a set of EDI messages. Data domain can be represented by DAM ontology.
So information will be constituted by EDIFACT ontology and DAM ontology.

From work package 8b [15] European Patient Summary (EPS) use case involves to
store in the TS patient summary data which constituted by patient data and health
record. Also it considers limited geographic information to support the emergency use
case.

From both use cases [12][15] also authority-oriented data should be taken into
account, which involves roles and security policies to determine actor permissions and
to manage data.
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3 Related work

In this chapter we analyze earlier work, which could be relevant for the design of the
conceptual model of triple spaces. The analysis can be divided into three main di-
rections: tuple and tuplespace models in previous Linda-based systems, conceptual
design of related semantic tuplespaces and frameworks for managing semantically en-
abled information.

3.1 Types of tuples and tuplespaces in Linda-based systems

The purpose of this section is to provide a survey of the most important proposals
to tuple and tuplespace models in the coordination literature. By contrast to the
related survey work on Linda extensions, which has been done in work package 3, this
survey focuses on the types of information which can be stored in a tuplespace, on the
data structures used to manage this information (i.e. the tuple model) and the ways
tuplespaces are organized (tuplespace model).

A conventional Linda-based coordination system foresees a virtual representation
of data as tuples, which are ordered sets of typed fields [21]. The tuples are organized
in tuplespaces, which are shared collections of tuples. Tuple fields are fundamentally
typed using the type system of the host implementation language. The order of the
fields does not carry any additional default semantics, though this can be adjusted to
the needs of a specific application scenario.

These initial concepts have been revised in order to suit to particular application
scenario constraints:

• Approaches proposing new types of tuplespaces aim to overcome the technical
problems of dynamic, open, distributed systems (e.g. heterogeneity, scalabil-
ity, fault-tolerance, coordination of multi-user access), by proposing distribution
strategies and various tuplespace structures such as multiple spaces, hierarchical
spaces etc.

• A second research direction extends the primitive set of field types (usually those
of the host implementation language) with new types of tuples to support more
complex data structures as tuple field values, introduce flexibility through rules,
event models and logic-based approaches.

3.1.1 New types of tuplespaces

With respect to the structure of the tuplespaces we differentiate between single and
multiple space approaches. The latter can be further classified according to the parti-
tioning strategy and the way the spaces are interrelated:

• Flat multiple spaces with or without overlapping information.

• Hierarchically organized spaces (nested spaces).

KLAIM [13] introduces distributed tuplespaces in terms of flat collections of mul-
tiple spaces. Nested tuplespaces are addressed for instance in Bauhaus Linda [5],
Melinda [26] or Polis [9].

7
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The introduction of a multiple space paradigm is accompanied in some systems by
the definition of primitives to create and manage spaces as first-class objects. This
extension has consequences on the signatures and the semantics of the Linda primitives,
and on the definition of the protocols by which agents residing in different spaces
communicate. The way spaces are addressed depends on their structure: in case of a
flat set of spaces these are assigned a unique identifier (as for instance in KLAIM).
Nested spaces are provided with a relative identification mechanism based on the
identifiers of the parent spaces. The communication patterns are also influenced by
this distinction. A flat collection of spaces does not impose any constraints on the
communication, as every space is uniquely addressed. Agents can communicate to
each other within a particular space and can store and retrieve data from these spaces.
In this case the Linda primitives contain an additional parameter, which identifies the
actual space. Hierarchical collections allow two brother spaces to communicate by
introducing and retrieving messages in the parent space, while Linda primitives act
per default on local or parent spaces.

In the following we will shortly mention further tuplespace implementations which
introduce particular types of tuplespaces:

• TuCSon [38] is a coordination model for Internet applications based on mobile
agents. The tuplespace model introduces the notion of “tuple centers” containing
hierarchically organized sets of spaces.

• The PageSpace approach [10, 11] deals with the realization of a generic middle-
ware to support coordination in a multi-agent environment on the basis of the
Linda paradigm extended with notions of rules and services, which are managed
in different spaces. In this case the organization of the global space occurs ac-
cording to content criteria, so that service information is managed separately
than rules or application data.

• XMLSpaces [48, 45] uses a tree-like structure for tuplespaces. The global space
organization is stored as an XML document.

3.1.2 New types of tuples

New types of tuples can be classified according to their structure and their content :

• As regarding the structure we can distinguish among flat and nested tuples.
The latter allow typing tuple fields to tuples. Flat tuples can be additionally
extended with an identifier field. In case of the nested ones, the identifiers are
relative to the parent tuple.

• The information which is stored as tuples in the tuplespace:

– Rules as in Prolog-D-Linda

– Java objects as in JavaSpace

– XML Documents as in XMLSpaces

– Services as in Workspaces

– Reactive tuples as in Law-Governed Linda

8
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In the following we will give an overview of some of the most important tuplespace
systems and the type of tuples:

• Prolog-D-Linda [43, 44] is an implementation of Prolog extended with Linda-
style parallelism and supporting a distributed tuplespace. Tuples are expressed
as Prolog clauses and tuplespaces as Prolog databases. Both Prolog facts and
rules can exist in the space.

• The coordination language Laura [47] is designed for open distributed systems.
It facilitates the use and offering of services which are characterized by a high
degree of heterogeneity and dynamics with regard to the number of application
components entering, leaving or being temporarily not available to the overall
system. Here, the tuplespace containing data is replaced with a service space
containing forms describing service offers, requests, and results. Matching is
performed on the basis of the service interface that is included in each of these
kinds of forms.

• XMLSpaces [48, 45] is an extension of Linda for Web-based applications, in which
XML documents can be stored in tuple fields and matched according to XQuery
patterns.

• LGL (Law-Governed Linda) [35, 36] applies the concept of law-governed archi-
tecture from the field of centralized message-passing systems to Linda in order
to support the use of Linda as a coordination model for open systems.

• MARS [4] is a programmable coordination architecture for mobile agent appli-
cations, defining Linda-like tuplespaces that react with specific actions to the
accesses made by the mobile agents.

• JavaSpaces [20] realizes a network repository of Java objects, which are serialized
as tuples. Tuple content can be any Java object.

• TSpaces [49] follows a similar object-oriented model, with both tuple types and
field names support.

• Workspaces [27] add to the classical Linda tuple self-description (giving names to
fields), typing and source/destination tags (for routing in a distributed system).

3.2 Semantic tuplespace computing

After an overview of general-purpose coordination systems we now turn to a study
of those ones which explicitly address the issue of storing and managing information
with a machine-understandable semantics.

3.2.1 sTuples

sTuples [29] has been developed as part of the pervasive computing work at the Nokia
Research Center. Given the particular characteristics of pervasive environments, i.e.
the heterogeneity and dynamics of multiple clients in the environment, the Semantic
Web was seen as a solution to semantic interoperability issues, while tuplespaces were

9
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seen as a satisfactory middleware able to provide data persistency, as well as tempo-
ral and spatial de-coupling and synchronization. sTuples was built as an extension of
Sun’s JavaSpaces, which provides a centralized server and already extends the classical
tuplespace model with field and tuple typing (based on Java’s object-oriented model),
Java objects as tuple contents, object-based polymorphic matching, transactional se-
curity and a publish-subscribe mechanism. JavaSpaces is also integrated with the Vigil
framework [28] for realizing “Smart Home” scenarios in which mobile clients access
home devices such as lights and consumer electronics over low-bandwidth wireless net-
works. Vigil provides distributed trust, access control and authentication services in
the pervasive computing environment.

sTuples consists of three key extensions to the JavaSpaces platform:

• Semantic tuples extend the JavaSpace object-based tuple

• Tuple template matching is enhanced by using a semantic match on top of object-
based matching

• Specialized agents reside on the space and perform user-centric services such as
tuple recommendation, task execution and notification.

A semantic tuple is a JavaSpace object which contains a field of type DAML+OIL
Individual. This field contains either a set of statements about an instance of a service
or some data, or a URL from which such a set of statements can be retrieved. Semantic
tuples can be either data tuples or service tuples, depending on whether they contain
semantic information provided by a service/agent or are advertising an available service
(such as controlling a light or the volume of a television set). Both categories can be
further refined in an ontology of semantic tuple types.

A semantic tuple manager is in charge of managing all interactions in the space
concerning semantic tuples (i.e. insertion, reading and removal). When a semantic
tuple is added to the space, the DAML+OIL statements it contains are extracted and
asserted in the space’s own knowledge base. The system checks that the statements
are valid and that the knowledge base remains consistent. Likewise, when a semantic
tuple is removed from the space, the statements that it contains are retracted from
the knowledge base.

A semantic tuple matcher carries out the matching of templates to semantic tuples.
Reasoning capabilities are provided by RACER1, a Description Logics reasoner [23].
A semantic tuple template, unlike the usual Linda approach of actual and wildcard
values, is a semantic tuple whose DAML+OIL individual-typed field draws upon a
dedicated “TupleTemplate” ontology. A set of statements using this ontology can be
interpreted by the matcher as a semantic query upon the statements in the space’s local
knowledge base. Due to the increased complexity of different Description Logic-based
queries, the matcher performs the resolution through a series of steps with increasing
complexity.

3.2.2 Triple Space Computing (TSC)

Triple Space Computing [18] extends tuplespace computing, a simple and flexible
coordination mechanism, using RDF as the formalism for describing the content of

1http://www.racer-systems.com/
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tuples in a space. Instead of a flat and simple data model in which tuples with the
same number of fields and field order but different semantics cannot be distinguished,
[18] proposes the use of RDF to overcome this problem and create a natural link from
the space-based computing paradigm into the Semantic Web. [30] extends the work
of [18] with a concrete proposal about how to represent tuples using quads instead of
triples. Accordingly, triples are uniquely identified through URIs. This means that
each triple in any triplespace is uniquely marked and can be distinguished from all
the other triples by its URI. In this way triples become quads [32]. Further on, [19]
suggest to only use one identifier per set of triples, i.e. per RDF graph. This seems to
contradict the idea of one resource one identifier common in the Web, where resources
are tagged with one distinct identifier. The authors however argue that the use of
having an identifier per triple does not justify the added complexity on storage and
processing level. On the one hand, the identifier is used to add context information
to semantic data that will not defer from one triple to another within a set that is
written at the same time. On the other the URI can be used to directly address a given
set of triples, which is a big advantage when exchanging whole objects, like e.g. Web
service descriptions or business orders. In both cases the URI per subgraph approach
is clearly sufficiently fine-grained. Moreover this approach has proven to be effective
in [6].

The space structuring is defined to consist of a disjoint set of space, each identified
by an own URI and providing a particular communication area; i.e. TSC proposes
the inauguration of new spaces whenever there is a new topic, a new group of agents
or new security aspects in consideration. This approach is envisioned to improve at
least local scalability by naturally restricting the amount of participants in a given
space. No space hierarchies, nor overlapping spaces are however allowed in order to
simplify the prototype implementation. Any interaction with the triplespace is at all
times performed against a particular space, hence there is no such concept as a global
or root space defined yet. The interlinking, as well as the annotation with meta-
information of spaces and graphs, is done by use of a small triplespace ontology that
defines relations to express vicinity of information, the publishing entity, or the time
of publication.

The space infrastructure is implemented through an extension of the CORSO (Co-
ordinated Shared Objects) middleware [14] that already provides replication, transac-
tion and coordination of amongst others Java objects (also .NET and C++ classes).
Hence, RDF graphs are mapped onto CORSO objects in order to share them amongst
participating nodes. This virtual shared memory space has already proven its effec-
tiveness in various industrial projects. The prototype implementation of TSC makes
moreover use of the YARS storage framework [24] in order to ensure persistency and
RDF querying. YARS is a highly scalable RDF store that supports the use of quads
by help of its support for contextualized storage. A context in YARS is a particular
area in the local or remote storage. These contexts are directly used to map spaces
and graphs; every space and graph is mapped to a particular context and hence also
distinguishable at storage level. As, the queries to YARS are expressed in N3QL, an
N3-based language, TSC defines semantic templates to be graph pattern based (cf.
also [39]).
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3.2.3 Semantic Web Spaces

Semantic Web Spaces [46] has been proposed by the Free University of Berlin. It was
originally envisioned as an extension of their XMLSpaces work, an implementation of
a tuplespace platform that extended the Linda coordination model in order to allow
tuple fields to also contain XML documents and to match templates based on XPath
expressions or other XML Query forms. The proposed next stage, an RDFSpaces plat-
form supports the exchange of RDF triples in form of tuples, with matching based on
RDFS reasoning capabilities. As this platform was seen as the first step in modelling
tuplespace-based communication for the Semantic Web stack (and hence there would
be OWLSpaces, RuleSpaces, ProofSpaces and so on) the work has been named Seman-
tic Web Spaces. The model of Semantic Web Spaces represents RDF information in
dedicated tuples typed as RDFTuple and considers an agent to have two views upon
an RDFSpace:

• A data view, i.e. viewing the RDFTuples as data-containing tuples according to
the classical Linda model.

• An information view, i.e. viewing the RDFTuples as knowledge-containing tuples
which form an RDF graph consisting of all of the statements expressed within
the tuples.

This dichotomous view upon the tuplespace has guided the design decisions in
Semantic Web Spaces, both conceptually and in terms of an implementation. The
organization model of Semantic Web Spaces is contexts. Contexts are an application of
the idea of ’scopes’ introduced in [34]. They improve the scalability of open distributed
Linda systems, reduce the same time the system complexity by restricting operations to
a specific subset of the space and enrich the interaction patterns without expanding the
number of coordination primitives. Rather than using multiple or nested tuplespaces,
scopes logically partition the single tuplespace into arbitrarily overlapping physical
subspaces and can be considered as being a particular view upon a tuplespace in which
a certain subset of the tuples of the global tuplespace are seen. An inserted tuple is
associated with the scope attached to the insertion primitive; matching moreover only
sees the tuples in the scopes attached to the matching primitive. Merrick and Wood
[34] demonstrate furthermore how scopes can support the multiple read operation and
atomic transactions.

The association of contexts to both agents and tuples can be represented in the tu-
plespace ontology and hence a specific agent’s or tuple’s scope can be queried over that
ontology. Contexts use URIs for identification and can be considered instances of the
Context class of the tuplespace ontology. In other words, Semantic Web Spaces allow
them to be considered Semantic Web instances that can have information attached to
them and be shared in RDF documents.

In addition to the advantages of the above mentioned scopes, contexts allow agents
to operate in subspaces of the global space which contain the tuples relevant to them.
Hence, agents can gather related tuples into specific contexts in order to perform
specific tasks within that context. Another use of contexts would be a form of privacy
and access control. An agent could use a context to place tuples private to it, or share
a particular context with a group of other agents protecting the shared tuples from
any other interactions.
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3.2.4 Conceptual Spaces (CSpaces)

Conceptual Spaces (CSpaces, [33]) was born as an independent initiative to extend
Triple Space Computing [18] with more sophisticated features and to study their ap-
plicability in different scenarios apart from Web Services (e.g. distributed knowledge
management systems [1]). A CSpace is a knowledge container defined as a set of
tuples, where each tuple has a well-defined structured of seven fields

<guid, fm, type, subspace, sguid, vguid, mguid>

Ideally, fm is a first order logical formula. However, limitations imposed by ap-
plications and/or members of the CSpace can restrict fm to less expressive formalism
(like description logics, or even RDF triples). The field type identifies in which formal
language fm has been defined (e.g., fol, shiq dl, dlp). Unlike the Semantic Web, the
current proposal of the CSpaces’ semantic data model does not commit to a specific
formalism until an evaluation of use cases determines which languages are most ap-
propriate. The field subspace defines a subset of the CSpace to which a tuple belongs.
Currently, there are seven different types of subspaces defined for each CSpace: domain
theory, metadata, instance, trust and security, mapping and transformation rules, an-
notations, and subscriptions/advertisements. The field guid is a global unique id for
the logical formula (which can simplify reification, and make the code more compact).
The sguid field is the global unique identifier of the CSpace in which the tuple was
created (which attaches provenance to a logical formula). The field vguid is a version
global unique identifier for the logical formula, while the mguid field is the identifier
of the member of the CSpace that stored the tuple.

Each of the seven subspaces (cf. also Table 3.1) can have a “mirror” that stores
an efficient representation (in terms of reasoning performances) of the stored data.
Thus, each subspace has a raw and a reasoning side. All editing operations are done
in the raw side and periodically the modifications are transferred to the reasoning side.
The strict separation between raw and reasoning side allows the implementation of,
e.g., approximate reasoning techniques [22] like language weakening and knowledge
compilation to antagonize the scalability problem and debug methods for eliminating
inconsistencies [41].

The organizational model of CSpaces promotes the use of shared domain theories
as an interlingua for data and application integration. A second source of inspiration
for the CSpaces’s organizational model is the intuition that generation and sharing
of machine processable semantics will follow a bottom-up approach (from personal
knowledge specifications to shared knowledge specifications). Finally, the necessity to
improve trustworthiness of the information stored motivates the creation of spaces of
trust for a restricted group of agents (human users and applications). Therefore two
types of CSpaces were defined:

• Individual CSpaces are knowledge containers defined by an individual that
reflects his/her own perception of a concrete domain.

• Shared CSpaces are conceptual spaces shared by several users that have reached
an agreement on how to specify common knowledge.
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Table 3.1: Details about CSpaces subspace structure

subspace details

domain theory stores a set of consistent logical theories which gives
an explicit, partial account of a conceptualization.

metadata provides an ontological description of the CSpace it-
self.

instance used to represent individuals and the values of their
attributes in a domain theory.

trust and security described in terms of policy rules and reputation in-
formation [42].

mapping and transfor-
mation rules

defines correspondences between common terms, re-
lations and instances of two domain theories.

annotations defines links between concepts and instances (topics)
specified in each domain theory with information re-
sources (occurrences).

subscriptions/ adver-
tisements

stores queries that identify the information that is
requested by information consumers and will be pub-
lished by information producers.

3.3 Semantic Web management tools

Orthogonal to the question of how to design a tuplespace which is able to deal with
Semantic Web information, we study frameworks which have provided answers to this
question in a more general context. In particular we have a closer look at Semantic
Web programming environments such as Jena, Sesame and ORDI framework which of-
fer means to create, manage and store information in RDF(S), OWL and DAML+OIL
independently of the application setting in which this information is used. The con-
ceptual models underlying these approaches share the common feature of being able
to concurrently deal with heterogeneously represented Semantic Web information and
are thus relevant for our goals.

3.3.1 Jena

License: BSD

Available at: http://sourceforge.net/project/showfiles.php?group_id=40417

Supported reasoning: RDFS; OWL-Lite; DIG 1.1 Interface

Model storage: Memory; DB; File

API Paradigm: Statement-centric; Resource-centric; Ontology-centric

Jena is Java toolkit for developing Semantic Web applications based on W3C rec-
ommendations for RDF and OWL. It provides an RDF API, RDF parser, OWL API
and rule-based inference for RDFS and OWL. The toolkit supports different persis-
tence strategies like file system or RDBMS. NG4J is an extension of Jena to support
named graphs and adds the quads model operations.
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3.3.2 Sesame

License: BSD

Available at: http://www.openrdf.org

Supported reasoning: RDFS; OWL-Lite

Model storage: Memory; DB; File; Native; RDF Repository

API Paradigm: Statement-centric; Resource-centric; Ontology-centric

Sesame is comparable framework to Jena to support persistent storage of RDF
data and schema information and subsequent querying of that information, [3]. A
central concept in Sesame is the “repository” interface which provides a statement and
resource centric API . Repositories could be configured using the Storage And Inference
Layer stacking to support security, concurrent access, versioning and RDFS or custom
inference. OWLIM is very efficient and high-performance SAIL implementation to
perform RDFS, OWL DLP, and OWL Horst reasoning that successfully passed the
threshold of 1 billion of statements.

3.3.3 ORDI framework

License: LGPL

Available at: http://www.ontotext.com/ordi/

Supported reasoning: RDFS; OWL; custom rules; WSML (planned)

Model storage: Memory; Native;

API Paradigm: Statement-centric;

ORDI is ontology language neutral framework to assist the development of ontology-
aware applications. Its major objectives are integration of databases and other struc-
tured data-sources, support for heterogeneous reasoners and the RDF-to-WSML inter-
operability through conversion of WSML to and from WSML-Triples (WSML-RDF).
The ORDI framework and its successor ORDI framework second generation are fully
described in the TripCom D1.2 deliverable [37].

A full overview of the available Semantic Web management tools is placed in Trip-
Com D1.1 deliverable [40].
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4 Tuple model

This chapter describes the tuple model which will be used in TripCom.

4.1 Analysis of the approaches

This section summarizes the results of the analysis about data models which were
used to or at least envisioned to represent semantic information within tuple spaces in
TripCom. The analysis is based on the survey about (semantically-enhanced) tuples
and tuple spaces, as outlined in the previous chapter1.

The analysis concentrates on two core topics:

1. whether the semantic data shall be represented in a serialized form across several
tuple fields or within a single dedicated field in the tuple model; and

2. assuming the latter, what kind of data structure is appropriate for the repre-
sentation of semantic information. In this case we address primarily strings and
graphs as alternative data structures.

The difference between the string and the graph approach is first of all an implemen-
tation issue. Assuming a Java-based tuple space system, in both cases the application
data is encapsulated in a single tuple field represented by a Java object. The object is
naturally a Java String object in the former case, and a Semantic Web-specific object
that models RDF graphs in the latter. Note that using strings as a universal means
to encode the semantic data does consequently refrain from the need of an RDF API.
In the other case the triple space implementation has to incorporate a framework to
handle graphs, nodes, statements and other entities specific to the Semantic Web - one
such framework would for example be provided by Jena. Although this would infer
dependencies on external libraries and increase the complexity overload, only such a
system could be truly considered to be a semantic middleware — a middleware that
is explicitly aware of the semantics of the managed data, and thus able to optimize its
operation with respect to the data content.

Taking these two orthogonal dimensions into account, we address hereafter the
advantages and disadvantages of the following three approaches (cf. Table 5.1):

1. the semantic data is represented in terms of a single RDF graph object and
established as a dedicated field within a tuple. This approach is considered in
the already mentioned TSC project [19], where RDF graphs are handled using
CORSO objects (Java objects with unique OIDs (object identifiers)) at space
level and as contextualized quads at storage level (cf. Section 3.2.2).

2. the semantic data is represented in form of plain strings within a dedicated tuple
field in a tuple, which could encode single triples, but also whole graphs or RDFS
and even OWL domain knowledge.

3. the semantic data is represented in serialized form across multiple tuple fields
within a tuple. In terms of RDF this implies a three-field representation of RDF
statements of the form <subject, predicate, object>.
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Single field Multiple fields
Complex
objects

Represent semantic data
as conceptual graphs

Serialize semantic data across multiple
tuple fields

Plain
strings

Represent semantic data
as plain strings

Table 4.1: Approaches to tuple models

In the continuation of this Section we analyze each of these three proposals and
classify them according to their advantages and disadvantages.

4.1.1 Representing data as triples over three distinct tuple
fields

We analyzed the implications of a tuplespace approach, in which Semantic Web data
is reduced to RDF and RDF triples are serialized into three RDF resource-typed fields
corresponding to the subject, predicate and object of a statement.

• Pros

– Accordance with the conventional tuple concept: This RDF triple repre-
sentation preserves a direct link to classical coordination models. It is
compliant to the original Linda system approach, where tuples fields were
typed in the type system of the implementation language. The type system
of the Semantic Web, as we consider it here, is given by RDF(S) [25, 2]. In
that way any data interpreter — template matcher for example — can refer
directly to the RDF(S) recommendations of W3C, where the type system
is explicitly formalized. There is however one restriction implied on the
Linda model, as semantic data is always represented by three typed fields
for RDF resources, while Linda does not make any restrictions at all on the
number and type of fields.

– Common representation language: Assuming that RDF is the core represen-
tation language of the Semantic Web, the heterogeneity at formal language
level is reduced to RDF on the basis of the compatibility between this and
additional Semantic Web representation languages.

– Simple mapping to the underlying storage layer: If data needs to be persis-
tently stored (i.e. in a triple repository), tuples can be mapped one-to-one
the structures underlying these persistent storage systems.

– Simple triple respectively resource-based template matching. Query pro-
cessing simplifies to the matching of particular RDF resources or statements
within given fields (e.g. ?s <#hasName> “john”).

– Simple content indexing: The tuplespace can easily index the data accord-
ing to the addressable RDF resources in one of the three fields.

• Cons:

1In this chapter we focus on tuple models, while Chapter 5 analysis the different tuple space
models.
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– Possibly too fine-grained: Independently of the tuplespace API (which
might provide out-operations for handling single triples or sets of triples) it
seems obvious that if agents tend to generally publish sets of RDF triples
rather than single statements, this data model implies an additional over-
head for transforming the corresponding graphs to triples and vice versa.
Moreover it implies an additional overhead for the processing of queries
which are not formulated according to the Linda-like field matching as
shown above (e.g. queries for all classes of a given OWL ontology).

– No means to address sets of triples: In order to address sets of triples
(a particular namespace, a named graph, an OWL class, rules heads and
bodies etc.) the tuple model needs an additional identifier. This double
contextualization (tuple identifier and container identifier) is in fact not
supported by any of the existing RDF repository solutions.

– Support for additional knowledge representation languages: In order to
support new knowledge representation languages (formalisms) within the
tuplespace a serialization of those languages into triples (RDF) must be
defined. For instance if the tuplespace needs to handle Prolog data, a
triple-based representation of Prolog is required.

4.1.2 Representing data as graphs

In contrast to the first approach, the semantic data is represented with help of RDF
graphs in a single field at tuple level. The difference to the former approach is that
RDF statements are represented by a single graph tuple field instead of the serialization
into three fields.

• Pros:

– One field for the semantic data: The application data is stored within a
single tuple field and is thus easier adaptable for formalisms that cannot be
grounded into RDF triples.

– No need for a second identifier: As the information is stored in form of
graphs, the graph identifier is in the same time used as tuple identifier.

– Language heterogeneity: Information is stored within the space in form
of conceptualized graphs and independent of the internal language. The
data is not mapped into formal language dependent tuples (such as RDF
in the former approach). In consequence, the tuplespace does not have
to deal with knowledge representation heterogeneity, but hands it over to
respective interpretation engines.

– Simple mapping to the underlying storage layer: If data needs to be persis-
tently stored (i.e., in a triple repository) tuples can be easily mapped to the
triple structures underlying these persistent storage systems, as the data is
modeled as respective objects.

• Cons:

– No direct mapping to classical coordination models. This concerns in par-
ticular also the application of template matching over the three fields of a
tuple/triple.
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– Too coarse grained: In case of a discrepancy between the level of granularity
of the published and consumed information, representing data as graphs
could imply additional template matching overhead and graph processing.

– Indexing: indexes are usually built at field level. If semantic data is stored
within one field, the tuplespace manager needs to apply more sophisticated
heuristics to build content-driven indexes. On a simple insertion operation,
the tuplespace manager either processes the inserted graphs internally in
order to create a useful index or indexes the information on a potentially
too coarse grained basis.

4.1.3 Representing data as strings

In this third approach the tuple model foresees a single field for the application data.
By contrast to the graph-oriented one, the data is represented in form of plain strings
(accompanied by an additional field denoting the initial representation language).

• Pros:

– No overhead for information publishing: the data is represented in a single
tuple field as is.

– One field for the semantic data: The application data is stored within a sin-
gle tuple field, the tuplespace manager can thus easily distinguish between
application and administrative data.

– Language heterogeneity: Information is stored within the space without
mapping it to a new formal language such as RDF. However, the respec-
tive formalism is indicated in an extra tuple field making this approach
interesting for various different formalisms.

– Inference/storage independent: The tuplespace manager is freed to adapt
to different representation formalisms like RDF or graphs. The space is
more flexible and independent of any type of formalism, as the process-
ing of data is handed over to respective experts. The space uses external
storage/inference systems that provide appropriate interfaces.

– Naturally linked with the Semantic Web; Information on the Web is gener-
ally shared in form of plain text files – e.g., XML or N3 representations.

• Cons:

– No direct mapping to classical coordination models: see outline in 4.1.2.

– No semantics within the space: in order for the space to perform semantic
clustering or other type of optimization, it needs to create an appropriate
model of the string-represented data at run-time.

– No means to build indexes or to define scopes without internally process-
ing the published information, as the semantics of the information in the
one field of type string is not understandable by the space. Above, the
approach was highlighted as simplifying the space manager due to the hid-
den formalisms. This simplification however becomes a major drawback, as
the interpretation of the data and thus the content-driven character of the
space is lost.
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Evaluation The third approach introduced does not provide any means to interpret
the information within the space and epitomizes hence no option. The space manager
needs at least some core knowledge about the semantics of the data. In consequence
only the first (three-field tuples) and the second (a graph field tuple) are considered
for further investigation.

An analysis of the remaining two alternatives with respect to the requirements
derived from the other related work packages (work package 1, work package 3, work
package 4, work package 8a, and work package 8b) revealed the following important
points to consider:

• The clear separation of the tuplespace and the data access layers in the TripCom
architecture imposes no constraints on the envisioned tuple model. The data
access layer abstracts the underlying data storage framework (work package 1)
entirely from the space implementation.

• Work package 3 requires a fine-grained representation of the semantic data (as
in the first approach) in order to easily implement template matchings also at
syntactic level; i.e., matching at RDF resource level.

• The transport layer (work package 4) is expected to communicate with the space
in terms of graphs (set of RDF triples). This desire concerns first of all the
coordination API of work package 3, which specifies the way external parties
interact with the space. This interaction is independent of the way the semantic
data is managed internally and separated by use of the API. Nonetheless, even
if external clients provide the data in form of graphs, these can easily be parsed
and treated by the space as triples.

• The use case work packages work package 8a [12] and work package 8b [15] could
not provide any input that would influence the decision process. Like the Web
service interaction patterns in work package 4, the applications resulting from
the use cases are separated from the space by means of the coordination API
and hence independent of the internal models.

Considering the feedback received from work package 3 and other related work
packages and the fact that using a triple-based data model brings along considerable
advantages with respect to distribution, replication and indexing strategies—which are
to be elaborated in a second phase of the project—the partners decided to use the first
approach. The advantages are mainly related to the fact that processing single triples
is envisioned to be easier than addressing whole graphs. Single triple fields already
reveal some limited knowledge about the content, while graphs need to be interpreted
as a whole and by use of external RDF engines. Moreover, having three-fielded tuples
as core data model does not disable the usage of RDF graphs as logical container.

However, the suitability of the triple-based model for handling more expressive
knowledge representation languages needs to be approached in more depth in the
future. The chosen model was estimated to be less appropriate for this purpose than a
graph-based representation. As the focus of TripCom is primarily set on the usage of
RDF and RDFS the extensibility of the model with respect to higher-order formalisms
is considered as being of lower priority.
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4.2 TripCom tuple model

The analysis of the alternative conceptual models revealed the benefits of using a triple-
based flat tuple model for representing semantic data within a space. Nevertheless this
model needs to be further specified in order to provide a feasible basis for the upcoming
implementation of the triple space.

The first question we need to answer is related to the way tuples are identified
within a tuplespace. One can apply a number of URIs to a given triple/tuple.

There is the URI which identifies the tuple in the space, as much as an URL
with appended XPath expression could identify an RDF statement in an online RDF
document. This URI exists outside of the tuple as much as the URL of an RDF
statement is not part of the statement (it is something other than the reification of
the statement). This URI can be the identifier of the tuple allocated by the system
in modeling the space through a space ontology (cf. Deliverable D2.2 [31]). If a tuple
is removed from and reinserted in the space it follows that it is a new instance of the
class Tuple in the ontology and is allocated a new URI.

This “external” URI is useful in terms of the REST communication model. We
can PUT or GET triples or graphs into or from certain URIs based on this form of
identification, hence enabling RESTfulness in the space.

Given the triple-based model of tuples we agreed upon, one can imagine a second
type of identifier in relation to semantic tuples, i.e. the graph URI which is associated
to each RDF statement.2In this context we need to decide upon the basic structure of
a tuple in the semantic tuplespace, the natural alternatives being triples and quads.
In the former case a tuple would fundamentally contain three fields, corresponding to
the subject, the predicate and the object of an RDF statement. In the latter the tuple
would include an additional fourth field referring to the ID of the graph the statement
is part of. The question is whether this ID should be a part of the tuple, or like the
other identifier, should rather exist outside of the tuple structure. An alternative to
the four-field tuple type would be to express triple membership in a named graph
through another triple:

<<s, p, o>, ts:belongsTo, id>

The belongsTo property would be defined in the tuplespace ontology and used
to attach triples to named graphs. A number of arguments can be made for this
alternative:

• given that every RDF statement would be represented in the space in form of
a triple, two subsequent insertions of the same statement would not cause the
creation of duplicate statements in the space. This behavior is compliant to the
RDF semantics, while in classical Linda systems tuples with the same contents
may co-exist in a space. However two quads of the form differing in the ID
field are in terms of their tuple structure different and technically would not be
merged in a space. By separating triple content from identifiers, we preserve the
semantics of matching from both a Linda and RDF perspective.

2A graph is defined as a (non-empty) set of RDF statements. If a statement is not an integral
part of a graph, then we can consider the graph containing solely this statement instead and use an
ID for this purpose.
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• The usage of quads raises further questions with respect to the semantics of
Linda primitives. Consider the case in which a quad is removed from a space
and inserted it into a new one while preserving the same graph identifier. While
we can allow graphs to be split across spaces, it seems more likely that state-
ments will be removed from one graph and added to another, instead of shifting
graph fragments across spaces. Again by separating triple content from IDs, we
preserve the semantics of triples being associated to named graphs, rather than
named graphs being part of the triple.

• By representing graphs as first-class objects in the tuplespace ontology we allow
the possibility to talk about them, i.e. attach metadata to them. This is not
possible, or at least less intuitive when a graph (or its ID) is conceptually an
integral part of the tuple structure. In this case we would attach metadata
to tuples, and could not differentiate between metadata applying to an RDF
statement, or to the graph(s) containing it.

• By having graphs as part of the tuple structure we force the coordination lan-
guage to include support for graphs as part of the coordination operations. If
graphs are however part of the tuplespace ontology, we create and modify graphs
solely at the level of this ontology and do not need to extend the coordination
language with support for graphs and statements.

The triple associating an RDF statement to a particular named graph (i.e. using
the aforementioned belongsTo relationship) can be structured in two different ways:

• Using a nested tuple. In this case the tuple containing the graph ID points to
an underlying tuple containing the subject, the predicate and the object of the
corresponding statement. This means the tuple has the form

< <s, p, o>, belongsTo, graphId>

Nested tuples are not easy to handle in terms of matching, since worst case
they might require arbitrarily complex matching procedures. The basic problem
is whether one applies a formal on the nested tuple or whether one introduces
nested templates which are applied to the content of the nested tuples. Therefore
we decided to use a second approach to this issue.

• Using a statement identifier. Since every RDF statement is associated to a URI
in the tuplespace ontology, we could express the relationship between statements
and graphs with the help of this identifier as follows:

< URI of the <s, p, o> as defined in the TS ontology, belongsTo,

URI of the named graph as defined in the TS ontology>

The URI specified for each statement in the tuplespace ontology could be re-
turned as a parameter by the out operation, through which the statement has
been inserted into the tuplespace. The client can then associate the statement
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to a particular graph using the tuple identifier. However, the coordination lan-
guage needs to take into account additional methods for handling these URIs for
matching purposes. This issue was communicated to work package 3 in order to
synchronize the work done in the two work packages.

To summarize, the tuple model foresees the usage a three-fielded flat tuples, which
are identified uniquely at the level of the tuplespace ontology. Moreover, each tuple is
associated to graph identifiers and to the identifier of the space it is contained in (cf.
Chapter 5 for a description of the tuplespace model).

The model of a semantic tuple can be further refined in terms of the knowledge
representation language whose semantics is relevant for processing the tuple content
in relation with matchings. As the prospected system foresees a semantic matching
behavior in addition to the classical Linda procedures, it might be useful to differentiate
between tuples embedding RDF, OWL or WSML data. While this distinction does
not affect the basic tuple model, which remains a set of three fields, it triggers the
usage of particular matching procedures, and thus needs to be stored in the space.
Again, the tuplespace ontology can provide the means for defining these various types
of tuples. The coordination operations are implemented as methods on these tuple
classes, so we would differentiate between matching algorithms to use by overriding
the matching methods in the class.

Open Issues The simplicity of the tuple model is granted at the cost of storing
additional information in the tuplespace ontology. While the benefits of this separation
are clear, it also imposes new constraints on the way the metadata (itself formalized
semantically using e.g., RDF and OWL) is handled by the space.

The first issue related to the removal of metadata statements and the semantics of
this operation: it still needs to be decided whether to allow in

<tupleId, ts:belongsTo, graphId>

to remove a triple from a particular graph rather than from the space as a whole.
Further on, we need to investigate whether the belongsTo property modifies the se-
mantic of the Linda operation at all.

These questions will be clarified in collaboration with work package work package
3 during the implementation of the first prototype.
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5 Tuplespace model

In this chapter we elaborate on the way tuplespaces are structured and organized, i.e.
the tuplespace model.

5.1 Analysis of the approaches

Based on the analysis of the related work performed in Chapter 3 we provide in this
section a discussion of possible approaches to the problem of structuring and organizing
the tuplespace for triplespace computing. The chosen solutions will be described in
more detail in Section 5.2.

Potentially relevant approaches are discussed according to the following categories:
structuring of spaces, organization of data within the space, and visibility of spaces.
In other words, we look at

1. how to model and define a space,

2. how to store information in a space together with annotations and mappings for
the data, and

3. how to ensure visibility of data, or rather how to restrict the visibility of or access
to data.

5.1.1 Structuring of spaces

With respect to the structure of the space there are two different possibilities to distin-
guish. On the one hand there is the single space approach, where the space abstracts
from a single central server, as in the original Linda; or on the other the possibility
for a multiple spaces structure that partitions one interaction space. According to
the partitioning strategy we can further differentiate between flat multiple spaces and
hierarchical or nested spaces with the intermediate tree-like structure. The table 5.1
outlines the advantages and disadvantages of the four possibilities.

The single space approach is not adequate for an infrastructure that aims at a
global information space due for performance and scalability reasons. On the other
hand, the nested and interlinked approach, in particular when allowing overlapping
spaces, necessitates more complex data management mechanisms. Consistency, and
in particular updates over multiple spaces, implies a high processing overhead. The
intermediate approaches of multiple flat spaces, or tree-like spaces seem to be more

Pros Cons
Single Simplified implementation, simple

access through single access point
Single point of failure, bad scal-
ability

Flat Distribution of data possible, better
scalability

No structuring, no dependencies
and relationships of spaces

Nested High flexibility in structuring spaces
and data

Difficulties in updating, high
number of dependencies

Tree Allows layering and limited nesting
of spaces

Limited interlinking and depen-
dencies

Table 5.1: Discussion of space structures
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reasonable for the goals of triplespace computing. The advantage of a tree-like space
organization is the possibility to partially merge a number of spaces within a parent
space, while the flat management provides a simple means of organization without
loosing the possibility to group communication partners.

5.1.2 Organization of data

With respect to the organization of data within spaces there are two aspects to discuss.
The first one is related to the use of multiple spaces for administrative and application
data, i.e., having for every data space a virtual space for the data published by users
and separate spaces for administrative or meta-data. The second aspect to look at
concerns the use of local scopes in addition to the installation of virtual spaces.

Multiple spaces: PageSpace for example use multiple spaces as well: one for the
application data, and one for rules and service information. CSpaces on the other hand
(cf. also Section 3.2) even applies seven distinct spaces to store all the information;
amongst others for domain theory, security and trust, metadata, instance data, etc.
Also the TSC project suggests the use of administrative spaces in order to clearly
separate the user data from the internal management data.

An alternative to the usage of multiple spaces would be the use of administrative
data graphs, mapping rule graphs and so on. The advantage of this approach is the
simplified space model, as all data concerned with a given space is stored in the same
data container. A major drawback however is the fact that eventually all data would
most likely be treated the same way with respect to access control, distribution and
replication. However, it is obvious that internal management data, security and trust
information or mapping rules do neither have the same users nor do they expect the
same handling. Having multiple distinct spaces provides a natural means to tailor the
manipulation procedures.

Scopes: Spaces provide closed, persistent containers for information. Once the
data is published in a given space, it is part of that space until its removal. Ad-
ditionally, Semantic Web Spaces propose a means to access data of multiple spaces
temporally and locally to a given node. In particular when refraining from the nested
and overlapping space approach introduced above, this could provide interesting means
to install more elaborated interaction channels. The idea is that a given user can lo-
cally gather information of various spaces and combine it temporally within a private
scope; finally the user can query information over that scope or write information to
the scope which is not reflected back to the original spaces. The advantage is obvi-
ously the added container (communication channel) that allows for interaction with
an arbitrary set of triples, while the disadvantage is clearly the added complexity and
the required overhead in defining and managing such scopes.

5.1.3 Visibility of spaces

The last issue to be discussed within this section is the visibility or accessability of
spaces. The World Wide Web is a global information space built upon the Internet
and many intranet. The former are generally public to all users, while the latter have
a clearly restricted visibility. Moreover access control through password restrictions
provides means to filter the number and type of users that are allowed to read a
particular file on the net.
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Similarly triplespaces need to provide means to restrict the access to informa-
tion. CSpaces, analogue to the Internet-intranet solution, suggest so-called Individual
CSpaces and Shared CSpaces.

In a more generalized way it could be expected that for every space the correspond-
ing access rights can be defined. TSC provides means to define users, roles and access
rights per role that can be assigned to every space. In that way the type of user that
is allowed to read from, write to or both a space can be defined on an individualized
basis. This approach is more flexible than the separation in public and private, while
not refraining from the idea. Locally a user can define a space that only he/she has
access to while at the same time being part of a global space that is shared with other
users.

5.2 TripCom tuplespace model

In this section we specify the model used to structure and organize tuplespaces follow-
ing the results of the analysis carried on in the previous section.

A tuplespace is a virtual set of tuples. Tuples are elementary data units, which
encapsulate RDF statements of the type

<subject, predicate, object>

They can be identified using URIs and grouped in RDF graphs.
A tuplespace can be divided into virtual subspaces and physically partitioned across

distributed kernels. Every space can be addressed using a URI identifier, which is
created and defined in the tuplespace ontology. Just as in the case of individual
tuples, this URI is useful in terms of the REST communication model. The meronymic
structure (being a whole of parts) of a space with respect to the underlying subspaces
is defined as follows: every space may contain multiple (sub-)spaces, while it can be
contained in at most one super-space. Further on, tuples are associated to a single
space. Hence, we do not allow overlapping spaces, both with respect to tuples and
spaces.

Scopes are temporary tuple containers whose tuples can be taken from different
subspaces. Unlike subspaces, which form the virtual structure of the tuplespace, scopes
can be created individually by clients based on specified filters and are only available
if shared with other clients. They can be given different semantics, e.g. they could be
seen as an alternative view of the structure of the tuplespace from a particular client,
or as a temporary copy of some tuples for retrieval by a client – in the latter case
one would not allow insertion operations, and deletion operations would apply to the
scope and not to the tuplespace as a whole. We note a last difference between spaces
and their temporary counterparts: while spaces are defined to be non-overlapping,
the notion of scopes does not impose this restriction. Consequently a tuple can be
contained in one space and in a multitude of “scopes” (cf. [34]).

In addition to this classification, we differentiate between spaces storing application
and administrative data, as a result of our analysis.

Note that the model described in this section refers solely to the virtual structure
of a tuplespace. Issues of distributions will be approached in detail in subsequent tasks
in this work package.
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Open Issues There are several open issues with respect to the tuplespace model.
The first refers to the possibility of storing tuples with identical content in the same
space. While this feature is allowed in traditional Linda systems, it contradicts with
the semantics of RDF, which defines equality on the basis of the contents (subject,
predicate and object URIs are identical). Further on, a final decision with respect
to the visibility of spaces, in particular the granularity of the access rights grants
and the interplay between the rights management system and the tree-like tuplespace
organization needs further research and will be addressed in work package 5.
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6 Implementation outline

The task for initial implementation of the RDF triple semantics in tuples is part of
the joint implementation effort of work package 1, work package 2 and work package 3
with a contribution of work package 6 to develop an early prototype of a triple space.
The current prototype representation of semantic data in tuples addresses the results
of the specifications of:

• T1.2 Specification of storage model and architecture based RDF stores part of
D1.2 [37].

• T2.1 Specification of representation of RDF triple semantics in tuples described
in section 4 in this document.

• T6.2 Identification of all components of the architecture including requirements
and responsibilities of the components as part of D6.2.

There are several features which will not be available in the first prototype because
overlapping with ongoing or yet not started tasks:

• Security and trust model in the triple space.

• Distribution of the triple space data over multiple nodes.

• Representation of the triple space through an ontology.

6.1 High-level objectives

The tuple model is regarded as the binding component between the Triple Store
adapter [17], responsible to permanently persist the stored information, XVSM sys-
tem [17] used as integrating space middleware infrastructure and the triple space API
implementation that is the entry point and the visible front-end of the triple space
prototype. The XVSM system interfaces provides the support of different logical coor-
dination spaces refered to as containers. Every container could be identified by name
and is capable to persist set of abstract data structures called Entry. The tuple space
model implementation wraps the XVSM containers (spaces) and provides adequate
support for the transparent mapping between the RDF types and the XVSM data
types. Hence, the tuple model ensures a consistent mechanism for the communication
of semantic data and its meta-data between the different components described by the
Triple Space Reference Architecture [17].

6.2 Features of the implementation

The prototype representation of semantic data in tuples implements the conceptual
model specified in Chapter 5 and introduces several optimizations to increase the
efficiency of the triple space with respect to the used concrete systems. The XVSM
named containers are used to logically isolate the tuples into different spaces. The
method signatures of the in/out/read operations specified by the TS API interface
[16] requires the maintenance of tuple function of 5 elements - subject, predicate,
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object, graph name and space identifier. A new isomorphic structure to that proposed
by the conceptual model is used for the implementation to lower the complexity of the
operations over the space and increases the scalability of the system.

<subject, predicated, object, graph, space>

An alternative approach is to use nested tuples in the form of:

< <subject, predicate, object>, belongsTo, <graph, space> >

However the XVSM platform at the present time does not support nested tuples
and the Linda template matching works only on the first level.

A strict implementation of the tuples and tuplespace models using internal iden-
tifiers would require higher complexity of operations to insert or remove data from
the model in order to ensure consistency between the data and its related meta-data
triples. The isomorphic structure presented above eliminates the generation of internal
system identifiers and capsulate the data and its metadata. Thus, the problems related
to the synchronization between data and its metadata, scope and the semantics of the
internally generated identifiers are resolved. Further on, the usage of atomic tuples
guarantee consistency with the semantics of Linda, where the ”in” or ”out” data oper-
ations is not expected to modify the internal structure of the space. The implemented
tuple model is regarded as equivalent or isomorphic to the proposed conceptual model.
Despite the efficiency and simplicity of the approach there is also disadvantage related
to its flexibility: it is no longer possible to define arbitrary types of meta-information
about the triples. That problem is not resolved in the first prototype implementation,
because it reuses only the graph and space concepts from the Triple Space Ontol-
ogy, but it is addressed in the deliverable Specification of Triple Space Ontology in
Section 4 [31], where a more general and flexible solution is suggested and would be
implemented in the future.

Another specific feature of the TripCom semantic tuple model implementation is
the handling of the RDF blank nodes. According the named graph definition proposed
by Carroll the blank nodes could not be shared across different RDF graphs [6]. The
TripCom tuple model extends the understanding of a different RDF graphs also with
different spaces. The implementation prefixes the internal blank node identifier with
randomly generated namespace to prevent a possible incorrect usage.

Lastly, the tuple model implementation acts also as an adapter between the sup-
ported XVSM and RDF Java types. At the present time XVSM implementation sup-
ports only integer and UTF-8 string primitive types. All RDF java types are persisted
as UTF-8 strings, where a single non-printable character is added in the beginning to
denote the type of the value. The u0001, u0002 and u0003 non-printable characters
are used to mark URI, blank node and literal types.

The tuple model implementation is released under LGPL license 1 and is publicly
available at the TripCom project hosted on SourceForge 2. Further related information
could be found in D3.1 deliverable [16].

1http://www.gnu.org/licenses/lgpl.html
2http://sourceforge.net/projects/ordi
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7 Summary and outlook

In this deliverable we presented the TripCom approach to representing and organizing
semantic data, in particular RDF, within tuplespaces. First we discussed the require-
ments of a semantics-aware middleware and looked at the necessary extensions and
adaptations of the original tuple and tuplespace models with respect to the represen-
tation of formal knowledge and the way this knowledge is published and exchanged
on the Semantic Web.

The triple space model extends Linda mainly in what concerns the representation
of semantic data in form of RDF triples and graphs. It was necessary to revise the
syntax and semantics of tuples to reflect the fact that RDF triples are identifiable
resources that presented nested and interlinked knowledge. Further on, the tuplespace
model needed to be considered in order to cope with the ways semantic data is typically
organized in semantic applications and to make triple spaces scalable on Web-scale (in
contrast to traditional approaches that rather focused on corporate and thus small-
scale solutions).

These considerations have been implemented in a first TripCom prototype, which
is outlined in Chapter 6 of this deliverable.

With this respect we expect additional support from ontology-driven space man-
agement, one major assets compared to conventional tuplespace installations. In the
remaining tasks of this work package, we will primarily concentrate on the development
of tuplespace models which enable scalability at Web scale. While the heterogeneity
problem is solved by the support for Semantic Web tools and dynamism is implicitly
addressed by the inherited features of space-based computing, the scalability issue is
still only marginally touched. We will therefore investigate mechanisms to tackle the
significant challenges of distribution in large scale systems like the World Wide Web,
Grid or pervasive computing environments. Semantic clustering of data, organization
of spaces according to the internal structures of data and the joint usage of local and
global spaces are possible starting points for future improvements to the existing se-
mantic tuplespaces. Some of these ideas were already materialized by use of the triple
space ontology in the parallel task 2.2, but not yet implemented. We thus expect that
upcoming work will take up these ideas, and that solutions for the distribution and
scalability issues will be developed around them.

Moreover, the future of the Semantic Web is seen in the integration of rules lan-
guages with the currently available W3C recommendations RDF(S) and OWL. Such
complex knowledge representation formalisms and the associated sophisticated reason-
ing services they enable are still missing in triple space computing. These issues will
be explicitly addressed in tasks 2.5 and 2.7.
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